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Abstract — OpenExperiment is a user-configurable open environ-
ment that supports collaborative erperimental design and execution
on the Internet. The environment is created with few simple config-
urations of a generic client. The platform-specific executable client
requires no installation and is based on the client-server/peer-to-peer
OmniFlow/OmniDesk architecture, described elsewhere.

This paper introduces the OpenEzperiment environment in the con-
text of graph problems and two related objectives of experimental de-
sign: (1) distinguishability of graph equivalence classes, and (2) mea-
suring the performance of algorithms that solve NP-hard problems
on such classes. The key challenges addressed in the paper relate to
task flows and data structures that allow any participent: (a) to cre-
ate and evaluate a series of repeatable ezperiments, (b) to share the
flows and related experimental results for independent re-execution
and evaluation by peers, (c) to invoke automated publication of final
results and summaries under a project-specific URL.

The OpenFEzperiment environment has been tested with two ez-
perimental design projects in two very different domains: (1) cir-
cuit classes and variable ordering algorithms to minimize ROBDD
(reduced-order binary decision diagram) size, and (2) circuit classes
and algorithms to minimize the crossing number in 2-layer graph
embeddings. The experiments in the latter involve a total of
eight distributed participants under four operating systems. See
http://www.cbl.ncsu.edu/OpenExperiments/ for all links to Open-
Ezxperiment data directories published to date. These and other ez-
perimental design projects are open to registered participants from
anywhere.

Keywords: collaborative computing, Internet, experimen -tal de-
sign, algorithms.
1 INTRODUCTION

Experimental design is a well-defined discipline in agricul-
ture, biomedical research, and manufacturing [1]. This is
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not the case when we evaluate and compare the perfor-
mance of graph-based algorithms. This paper introduces
and reports on an OpenFEzxperiment environment that al-
lows, using the Internet, a dispersed group of peers to col-
laboratively design, execute, archive, and evaluate the per-
formance of specific algorithms — all in the nominal context
of experimental design. The first steps in this direction
were taken as part of the special session during ISCAS’99
[2, 3,4, 5, 6, 7, 8 9]. Researchers engaged in the current
OpenExperiment prototype involve two faculty members,
three experienced graduate students, a new graduate stu-
dent, and a team of three seniors as part of a semester
project. The team has critical mass to streamline the envi-
ronment as described in the paper such that the experience
with OpenExperiment can readily benefit others.

The medical school’s tutorial [10] in Figure 1(a) provides
the context for the experimental design task flow in Figure
1(b). In order to emphasize the relationship to experimen-
tal design, we adopt the standardized terminology of ‘ap-
plying treatment’ rather than ‘invoking algorithms’. For
algorithms, typical objective of a treatment may be the
minimization of a specific cost function associated with an
‘equivalence class’, the latter being the ‘sample subset of
the population of graphs’, eligible for treatment. The gen-
eration of well-defined equivalence classes of graphs is itself
an emerging field, see [3, 4, 5, 11, 12, 13, 14, 15, 16].

The execution of primitive tasks in the flow of Figure 1(b)
defines the key requirements for the OpenExperiment en-
vironment.

Definition 1 (OpenExperiment primitives).
e On each local host:
1. download class data
2. apply treatment
3. upload solutions
¢ On the centralized remote server host:
1. archive graph equivalence classes
2. evaluate submitted solutions
3. summarize evaluations
By maintaining a centralized database of all classes and
all solutions for each treatment in a given class, the envi-
ronment supports evaluation of each solution and updates
the evaluation summaries automatically on the Web. The
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Fig. 1. Two experimental design flows that measure treatment effectiveness in two distinctive domains.

access to the common evaluation routine not only ensures
valid comparisons of all treatments but also provides a valu-
able second opinion on the calibration of cost functions in-
dependently optimized by each treatment.

The illustrative histograms summarizing treatments 12 and
17 in Figure 1(b) report on the crossing number of a rel-
atively small 2-layer graph [17]: 17 nodes at layer 0, 10
nodes at layer 1, and 50 edges. In the case shown, the
class of 64 graphs is formed by randomly permuting the
order in which they appear in the file, i.e. the class is an
isomorphism class. Without any treatment, the expected
crossing number for the total of 10!x17! arrangements of
the 2-layer graph is 522, according to the formula given
in [17]. Indeed, evaluating the 64 instances in the class
returns a nearly normal distribution of crossing numbers
with a sample average of 531.8 and a standard deviation
of 45.6, giving rise to 95% confidence interval [1] for the
true mean: [520.4, 543.1]. The expected crossing number
of 522, predicted by the formula, is clearly in this interval.
The behavior of the two algorithms, denoted as Treat-
ment 12 (implementing the algorithm ‘dot’ as described
in [18]) and Treatment 17 (implementing the algorithm
‘GBFS+BC’ as described in [19]) is characteristic of just
about any algorithm attempting to solve an NP-hard prob-
lem in polynomial time. Particularly for the isomorphism
graph class we can readily observe: (1) the performance
of two algorithms can differ significantly, (2) most any al-
gorithm is very sensitive to the choice of the input order
of the graph. The variance of 0 for treatment 17 is an
exception for this particular graph class. Note also, that
while the ratio of average of the two treatments is 96.5/66
= 1.46, the ratio of the worst solution (treatment 12) to

the best solution (treatment 17) is 186/66 = 2.82. This
simple example illustrates the merits of applying experi-
mental design methodology to performance evaluation of
graph-based algorithms.

The goal of OpenExperiment is to simplify the configura-
tion and use of experimental designs and to make exper-
imental scaffolding as well as the data easily available to
any researcher. The paper is organized into several sections
as follows:

e Background and Motivation;

e OpenExperiment Concepts;

¢ OpenExperiment Implementation;

e OpenExperiment Experience;

e Conclusions and Invitation.

2 BACKGROUND AND MOTIVATION

The OpenExperiment environment in Definition 1 assigns
tasks to a local and a remote host. Such assignments
can be readily mapped onto a client/server architecture.
However, rather than developing a specialized architecture
for experimental designs alone, our approach is based on
an application-transparent client/server architecture such
as OmniFlow/OmniDesk [20, 21, 22]. The major goal of
this paper is to demonstrate a number of the OmniFlow
client configurations each of which adds to and expands
the OpenExperiment design environment.

The relevant concepts of the OmniFlow/OmniDesk archi-
tecture are shown in Figure 2. We associate four major
entities with this architecture: application-transparent uni-
versal and asynchronous group server (AGS), tool servers
readily accesible from AGS, AGS-based project directories
each of which is assigned to a project team (with a project
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Fig. 2. A sample view the client GUI: user-configured task flows communicating with AGS.

coordinator), and universal clients, issued to each project
team member. It is up to the project coordinator and the
team to decide how to configure each client to create an
environment that will not only optimize the use of avail-
able resources on the server but also support user-specific
collaborative preferences of the team.

The project coordinator assembles a team and creates a
project directory (projectDir) on the server. The project
directory has a number of subdirectories that are project-
specific and are devised by the team in the course of the
project. The directories set-up by the project cooordina-
tor to inititate the project are: Admin, Resources, Users.
The subdirectory Users has a subdirectory for each user.
Only the project coordinator has read/write (r/w) permis-
sions to Admin and Resources. Team members can read
Resources as well as any Users subdirectory. Each team
member has r/w permission in their own subdirectory.

The client received by each team member is enabled once
the user enters userID, password, and projectDir. Once
enabled, the client configures to a default view that may
invoke a pre-configured task flow such as shown in Figure
2. The facility to organize and configure a set of design ob-
jectives into a number of task flows is one of the important
generic features of this client. For example, the Flow 2 in-
volves three tasks that are to be executed in the following
sequence:

logic file technology
optimization -> translation -> mapping

Clicking on each of the task buttons invokes a tool that
may reside on a local host or a remote host. Files pro-
duced by one tool may or may not be used as inputs to
the tool that is to be executed later. After completion of
a task, user may click on the next button in the sequence
shown. Alternatively, the interface allows user to config-
ure any of the task connectors that can be toggled between
and -> such that a complete task chain gets exe-
cuted on a click of the first button in the chain. This is the
state of Flow 2 shown in Figure 2; the sunken state of the
third button (technology mapping) indicates that the task
is being executed.

The files read and written by specific tasks can be filtered
for display in the respective file boxes: one box displays
the working directory on the remote host, the other on the
local host. In the example shown, filtering on ‘technology
mapping’ task displays an input and an output file asso-
ciated with the task. Notably, if the file is owned by the
server (remote host), ownership can be asserted for each
file through the interface: either by clicking on the owner
(listed as server) or by highlighting the file in the filebox
and clicking on the lock utility button between the file-
boxes. Similarly, only the file owner can relinquish the
ownership to the server, at which point it can be claimed
and edited by another team participant.

It is apparent that the experimental design flow in Figure
1(b) can be readily mapped to task flows as supported by
the OmniFlow client. Moreover, we demonstrate in the



sections that follow that a collaborative OpenExperiment
environment has been created with such a client.

3 OPENEXPERIMENT CONCEPTS

The experimental design flow in Figure 1(b) and Definition
1 implies (a) execution of well-defined sequences of tasks
and (b) the assigments of tasks to local and remote hosts.
It is not obvious how best to define location, ownership,
and sharing of data generated during any phase of the ex-
periment. Nor is it clear what roles should be assigned to
partipants if the experiment represents more than a single-
person project. In this context, the paper is a proposal on
how to organize a team of peers interested in designing,
executing, and evaluting a series of experiments with algo-
rithms that optimize a set of pre-defined cost functions.
Based on the lessons learned from the experiments over
the last few years [12, 13, 14, 19, 23] we now organize data
related to any experimental project directory into a number
of of subdirectories.

Definition 2 (OpenExperiment directory).
DoE_0003/ (crossing number in 2-layer graphs)

graphReferences/
graphClasses/
treatmentSolutions/
treatmentEvaluations/
treatmentSummaries/
treatmentComparisons/
treatmentCaseAnalyses/

Here, graphReferences/ contains a numer of reference
graphs. Each reference graph can be used to generate an
equivalence graph class in graphClasses/. Such a class may
be simply an isomorphism class, a clone class, [11], a mu-
tant class [4], a sibling class [16], or entropy-invariant class
[15]. For any class, it is essential that both the order of
nodes and the labels of nodes are randomized in each file.
A number of experiments were invalidated and had to be
repeated because, without randomized relabeling, a pre-
processor of a particular algorithm removed randomization
of node order [23]. The size of the equivalence class may
vary; most of the experiments reported to date are based
on class sizes of 64 or 128. By convention, the instance ‘0’
in each class corresponds to the reference graph.

A treatment is applied to each instance in the class, and
returns a set of solutions under treatmentSolutions/, one
for each instance. In the case of 2-layer graph minimiza-
tion problem, each solution consists of two permutations
of nodes, one for each layer in the graph. While each ex-
perimentor relies on evaluating the cost function as the
intrinsic part of the treatment, it is essential for archival
purposes that the experimentor reports the solution follow-
ing the treatment rather than the internally evaluated cost
funtion. For each class of experiments, there is an external
evaluator that reads the graph instance and the solution by
a specific treatment and reports the cost under treatmentE-
valuations/. Each time a new treatment is reported for a

new class of data, a treatment summary of all experiments
is generated under treatmentSummaries/.

This is as far as we have taken the current set of exper-
iments. The subdirectories under treatmentComparisons/
and treatmentCaseAnalyses/ currently have no data. How-
ever, with wider participation and all data organized and
accessible from the web, a case can be made for treatment
comparisons using a number of statistical techniques [24],
as well as for case analyses of treatments of particular in-
terest. In general, each experimental design project may
be organized by a number of individuals best suited to the
problem at hand. A suggested list follows.

Definition 3 (OpenExperiment contributors).

e project coordinator

DoE_0003/ (for example)

e data set providers
graphReferences/
graphClasses/
treatmentSolutions/

treatment ‘0’ only!
treatmentEvaluations/

e experimentalists
treatmentSolutions/
treatmentEvaluations/

e archivist
treatmentSummaries/

e statistitians
treatmentComparisons/
treatmentCaseAnalyses/

e data visualization specialists
treatmentComparisons/
treatmentCaseAnalyses/

The concepts in Definitions 2 and 3 are combined and ex-
panded in Figure 3. The expansion introduces a represen-
tative example of data sets associated with each directory.
Specifically, all data sets shown are derived from a single
file under graphReferences: graph_01.blif. This process de-
fines a generic task flow as follows.

ITreatment ‘0’ implies no treatment. In the problem of 2-layer
graph crossing minimization, solutions corresponding to treatment
‘0’ are derived for each graph layer from the random orders of the
nodes in each instance of the graph. In the problem of ROBDD
minimization, solutions corresponding to treatment ‘0’ are derived
from the random order of input variables in each instance of the
graph. For other problems, an approach similar to ones described
here should be implemented.



Definition 4 (OpenExperiment task flow).

in projectDirectory] (say DOE_0003/)

in graphReferences/

create
G.zzz (reference graph)

in graphClasses/

create class directory, say
G.iso.DD with n class instances

in treatmentSolutions/

create,
G.i50.DD.tr0000.T'D (for treatment 00)
G.is0.DD.tr0012.TD (for treatment 12)
G.i50.DD.tr0017.T D (for treatment 17)
etc.

in treatmentEvaluations/

create,
G.is0.tr0000.tab (cost history of tr0000)
G.i50.tr0000.sum1 (statistics for tr0000)
G.is0.tr0012.tab (cost history of tr0012)
G.is0.tr0012.suml (statistics for tr0012)
etc.

in treatmentSummary /

create,
G.iso.AllTreatm.sum]l (statistics summary)

In Figure 3, files *.dot are class instances in the “*.dot’ for-
mat. For each class instance and each treatment, the solu-
tions are in the ‘*.ord’ format. This is the format expected
by the crossing number evaluator, shared by all partici-
pants in the project DoE_0003. The next section addresses
the challenges of creating the taskflows such that (1) data
set providers can create and post data equivalence classes,
(2) experimentalists can execute, evaluate and post results
of experiments, (3) archivist can update and publish the
summary and all archives of experimental results.

4 QOPENEXPERIMENT IMPLEMENTATION

The OpenExperiment environment that implements the
concepts in Definitions 1-4 is created by user-specific config-
urations of the OmniFlow client introduced in Figure 2. In
this section we highlight implementation details about two
such client configurations, each supporting the experimen-
tal design project directories, published and dynamically
maintained on the Web by members of each team:
www.cbl.ncsu.edu/OpenExperiments/DoE 0002/
Input: equivalence class of Boolean dags
Cost function: size of ROBDD
(reduced-order binary decision diagram)
Solution: permutations of input variables
(for each graph instance)
www.cbl.ncsu.edu/OpenExperiments/DoE_ 0003/
Input: equivalence class of bigraphs
Cost function: crossing number of bigraph
after 2-layer embedding
Solution: permutations, at each layer, of nodes
in bigraph (for each bigraph instance)
Currently, DoE_0002/ is a two-person project and we
present it first for its relative simplicity. = However,

Project DoE_0003
Contributors

A project coordinator
DoE_0003/

A data sets providers
graphReferences/
graphClasses/
treatmentSolutions/

treament O only
treatmentEvaluations/

A experimentalists
treatmentSolutions/

treatmentEvaluations/

Aarchivist
treatmentSummaries/

A statistitians

Data structure on the web

../DOE_0003/

graphReferences/
graph_01.blif
graphClasses/
graph_01.iso.DD/
i0000.dot
i0001.dot

treatmentSolutions/
graph_01.is0.tr0000.TD/
i0000_tr0000.ord
i0001_tr0000.o0rd

graphIf)l.iso.trOOlZ.TD/
i0000_tr0012.ord
i0001_tr0012.ord

graph:ﬁ)l.iso.tr0017.TD/
i0000_tr0017.ord
i0001_tr0017.ord

treatmentEvaluations/

treatmentComparisons/

graph_01.iso.tr0000.sum1
treatmentCaseAnalyses/

graph_01.is0.tr0000.tab
graph_01.is0.tr0012.sum1
graph_01.is0.tr0012.tab
graph_01.is0.tr0017.sum1
graph_01.is0.tr0017.tab
treatmentSummaries/
graph_01.iso.allTreatm.sum1

A data visualization
specialists
treatmentComparisons/
treatmentCaseAnalyses/

treatmentComparisons/

treatmentCaseAnalyses/

Fig. 3. A view of contributors to the OpenExperiment and
web-based data structures for a typical experimental
design project.

DoE_0008/ has been a multi-person project from the start.
As will be demonstrated, this project requires careful co-
ordination of activities by a total of eight participants.
Lessons learned will streamline the process for others who
may be engaged in similar projects later.

Project under DoE_0002/. The current configuration for
DoE_0002/ reflects the research preference of its user. All
tasks related to the experiment are executed on the server
since the software packages such as VIS [25] are readily
accessible. Also, since primarily a single user will be ex-
ecuting the experiments, a single task configuration file is
used to invoke all OpenExperiment tasks under Definition
4. As shown in Figure 4, a single configuration file with
three task flows implements the entire environment for this
client:
Flow 1: generate equivalence class, apply treatment
‘0’, evaluate treatment, publish evaluations;
Flow 2: given the equivalence class, apply treatment
‘4’, evaluate treatment ‘4’, publish evaluations;
Flow 3: given all treatment evaluations, summarize
evaluations, publish summary.

The configuration file in Figure 4 implements the entire set
of task flows which are displayed in the client’s GUI above.
As discussed earlier, each task is invoked by the click on
the button. In the example shown, tasks in Flow 2 are
chained via task connectors and therefore all are executed
by a single click of the first button. The sunken relief of
the last button indicates that the task is being executed.

The configuration file in Figure 4 is written in a subset of
Tcl [26, 27, 28]. This subset is simple and intuitive: no
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Variable $treatment = [1002| |

‘v aae e oy _
Eval
About Generate Apply =3
Flow 1 equiv.class | ™ | treatment'n’| = LT L S
& publish
Eval
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& nuhlish
About Summarize
Flow 3 treatments
& publish o |
[ Ahnut I l Clpan I E
All Files  Scripts Configs

Server Files (remote)

Client Files {local)

owner Files refresh owner Files
harlowachl z_apply_treatmer ol
harlowachl z_cleanDir
harlow@chl z_generate_class release
harlowacbl z_run_eval >
harlowachl z_run_stats
z_DoE_02.cfg {
configuration file to execute a given "About\nFlow 4" info z_DoE02_04.info
BDD treatment on a given graph class "Clean\nDirectories" remote cleanDir
}
Justin Harlow, 08 Mar 2000 ¥
Printing loading status to stdout # Entering datalist in this format:
putsGUI stdout "Loading flow configuration z_DoE_02.cfg ..n# "tabDescription" includepatterns excludepatterns
dataList {
Entering variableList in this format: "Scripts" {z_*} {*” *info *.cfg}
varName varValue "Configs" {*.cfg} {7}
variableList { }
root "adder2L"
classType iso # commands for "About\nFlow 1"

remote generate_class {
exec z_generate_class $root $classType $classSize
}
remote apply_treatment_0000 {
exec z_apply_treatment $root $trtmtdir "0000"
}
remote eval_treatment_0000 {
exec z_run_eval $root $trtmtdir "0000"

classSize 64

treatment "0000"

trtmtdir "/home/harlow/cbl/DoE_0002/treatments"
}
# NOTE: variables can also be changed
# using a scrollable entry widget in GUI!

Entering taskList in this format:

"buttonDescription" type execCmd/filename }
taskList {
{ # commands for "About\nFlow 2"
"About\nTaskFlows" info z_DoE02.info ;emote do_nothing {
1 remote apply_treatment {
"About\nFlow 1" info  z_DoE02_01.info exec z_apply_treatment $root $trtmtdir $treatment
"Generate\nequiv. class" remote generate_class }
"Apply\n treatment ’0°" remote apply_treatment_0000 Tremote eval_treatment {
"Eval\ntreatment ’0’\n& publish" remote eval_treatment_0000 exec z_run_eval $root $trtmtdir $treatment
}
{
"About\nFlow 2" info z_DoE02_02.info # commands for "About\nFlow 3"
"o\’ " remote do_nothing remote run_stats {
"Apply\n treatment ’i’" remote apply_treatment exec z_run_stats $root

"Eval\ntreatment ’i’\n& publish" remote
}

{

"About\nFlow 3" info
"Summarize\n treatments\n& publish" remo

}

Fig. 4. A task flow configuration for experiments in BDD variable ordering and equivalence classes.

eval_treatment

*®*

z_DoE02_03.info

te run_stats

}

commands for "About\nFlow 4"
remote cleanDir {
exec z_cleanDir $root

}



prior experience with Tcl is required to write such a file.
A total of 4 lists are entered not only to create the entire
client GUI but also to link executions of all tasks to the
objects rendered by the GUI:

(1) variableList: entered as a pair of varName var-
Value. All variables defined here can be re-defined at
run-time using a scrollable entry widget.

(2) taskList: entered as a triplet of “buttonDescrip-
tion” type execCmd/fileName to create single button
widget. A sequence of tasks (i.e. a task flow) is cre-
ated for all triplets contained between ‘{}’. Any number
of task flows can be created with this syntax. There are
three types of buttons:

info: to view a user-specified (info) file;

local: to execute a command on local host

(where client has been invoked);
remote: to execute a command on the server host
(where server for the client is running).

(8) dataList: entered as a triplet of “tabDescription”
{includepatterns} {excludepatterns} to create filtering
tabs that control listing of files in the working direc-
tories on the client and the server (e.g. ‘Scripts’ and
‘Configs’ in the example shown).

(4) buttonCommands: entered for each button de-
scribed in the taskList earlier. Since the server is run-
ning on a UNIX or a Linux host, each remote command
is invoked via the exec command, e.g.

# commands for "About\nFlow 4"
remote run_stats {
exec z_run_stats $root
}

A total of five executable shell/tcl/perl scripts are invoked
by the configuration file in Figure 4: one is a simple utility
script (z_cleanDir), others are encapsulation scripts:

(1): z_generate_class

(2): z_apply_treatment

(3): zevaluate_treatment

(4): z_summarize_treatments
While the scripts above may appear generic in terms of
their names, each is invoking programs specific to the
DoE_0002 project. By default, scripts 3 and 4 also pub-
lish data sets and results according to the directory struc-
ture in Figure 3 and the entire data structure is accessible
on the web (some of it as compressed archives). A num-
ber of equivalence classes and experiments with different
10 treatments have been published to date [9, 15, 23].
Project under DoE_0003/. Unlike DOE_OOOQ/, the project
DoE_0003/ involves a number of contributors to the project
as follows:

e a project coordinator

e two data set providers

e three experimenters

® an archivist
Participants in this project are distributed and working on
different hosts under different operating systems. They re-
quire task-specific client configurations and also need to co-
ordinate the execution of the specific tasks. For example,

experimenters cannot schedule the experiments until the
equivalence classes are posted on the web for equal access
to all. Over time, three basic client configurations have
evolved to support the collaborative execution of experi-
ments in this project. The three task flows implemented
for each configuration are shown in Figure 5 and we briefly
highlight details of each configuration:

e publish classData:
on local host
generate class data
apply treatment ‘O’ (random solutions)
create archive and upload solutions
on remote host
evaluate solutions
archive solutions
on local host

send mail to participants

e publish treatment:
on local host
download class archive
apply treatment and generate solutions
create archive and upload solutions
on remote host
evaluate solutions
archive solutions
on local host

send mail to participants

e publish summary:
on remote host
summarize treatment evaluations
update project directory on the web
on local host

send mail to participants

The configuration files for all three task flows in Figure
5 are similar. The entire configuration file that creates
the publish treatment task flow in Figure 5 has identi-
cal syntax and similar structure to the configuration file
in Figure 4 described earlier. The major difference is the
mix of local and remote executions which is not the case
for the task flows in Figure 4. The bottom entry in Fig-
ure 5 is generated by the task flow publish_summary. Due
to space constraints, it only lists three treatments, based
on the example introduced in Figure 1. The table repre-
sents a typical summary that is accessible from the Web,
for a number of treatments and equivalence classes, based
on specific instances of solutions for each graph instance.
The detailed data archives offer unlimited opportunities for
further statistical analysis and visualization.

Now that we have outlined the implementation of the
OpenExperiment environment, questions arise as to its ef-
fectiveness. Since the most interesting challenges are with
a number of participants under the same experimental
project directory, we briefly decribe experiences to date
with the project under DoE_0003/.



(a) Task flow puwbiish classDala

Variable $classType = [iso] |
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(c) Task flow pubiish summary
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(d) Configuration file for the publish_treatment task flow shown above

#: z_publish_treatment_Matt.cfg

# - configuration file for running a given
# treatment on a given graph class

# Matt Stallmann, 08 Mar 2000

# Printing loading status to stdout
putsGUI stdout "Loading z_publish_treatment_Matt.cfg ..

variableList {

root "adder2L"
classType "iso"
treatment "7
}
taskList {
1{

"About\nPublishing\nTreatment" info z_generic.info
"Download\nArchive" local download_archive
"Apply\nTreatment ’i’" local generate_solutions
"Archive\nSolutions\n& Upload"local archive_solutions
"Evaluate\nSolutions" remote evaluate_solutions
"Archive\nEvaluations" remote archive_evaluations

"Inform\nParticipants" local inform_participants
}
1{
"Make files\nexecutable" remote chMode
}
}

local download_archive {
putsGUI stdout "Downloading $root.$classType.DD ...
downloadFiles blocking {} "
01_graphClasses/$root.$classType.DD.tar.gz
02_treatmentSolutions/$root.$classType.tr0000.TD.tar.gz"
exec z_unzip_archive $root $classType $treatment
}
local generate_solutions {
putsGUI stdout "Beginning execution of treatment $treatment ...
exec z_apply_treatment_HL $treatment $root.$classType.tr00$treatment.TD
putsGUI stdout "Done with execution of treatment $treatment ..."
}
local archive_solutions {
putsGUI stdout "Archiving solutions for treatment $treatment ...
exec z_archive_solutions_1 $root $classType $treatment
uploadFiles blocking {} $root.$classType.tr0O$treatment.TD.tar.gz
exec rm $root.$classType.trO0$treatment.TD.tar.gz
}
remote evaluate_solutions {
exec z_evaluate_solutions $root $classType $treatment

remote archive_evaluations {
exec z_archive_evaluations $root $classType $treatment
}
local inform_participants {
putsGUI stdout "Sending email about treatment $treatment ...
exec z_sendMail mfms,brglez@cbl.ncsu.edu tr00$treatment "It’s done!"
}
remote chMode {
exec sh —c "chmod +x z_x"

}

(e) Representative summary for a number of treatments of an equivalence class

Column Population Mean Sample Sample Sample Sample
Parameter (95% conf. interval) Mean Std. Dev. Min. Max
CN-TROO [6.2241e+02, 5.4309e+02] 5.3178e+02 4.5673e+01 4.3200e+02 6.5600e+02
CN-TR12 [8.5863e+01, 1.0714e+02] 9.6500e+01 4.2425e+01 6.6000e+01 1.8600e+02
CN-TR17 [6.6000e+01, 6.6000e+01] 6.6000e+01 0.0000e+00 6.6000e+01 6.6000e+01

Fig. 5. Task flows to support execution and publication of three phases of experimental designs.



5 OPENEXPERIMENT EXPERIENCE

The current configuration of the OmniFlow client to sup-
port DoE_0002/ as presented in this paper was accom-
plished by an experienced graduate student in less than
a day. A set of scripts for the ROBDD experiments was al-
ready available and it was mostly a matter of re-arranging
their interfaces to the client. This clearly was not a major
challenge.

The challenges presented themselves when trying to orga-
nize the project under DoE_0003/ with a team of 8 dis-
tributed participants under 4 operating system, with some
participants new to the concepts of experimental design.
The challenges included:

« configurations of task flows such that two or more
individuals/teams could initiate class generation inde-
pendently of each other on their own local hosts and
follow through the evaluation and publication process
on the remote host. Ideally, all clients should be nearly
identical, except for the invocation of class generator(s)
on the local host.

« project coordinator assignments of reference graphs
and classes to be generated to avoid replication of data
and effort.

o configurations of a task flows such that two or
more individuals/teams could initiate treatments inde-
pendently of each other on their own local hosts and
follow through the evaluation and publication process
on the remote host. Ideally, all clients should be nearly
identical, except for the invocation of treatment(s) on
the local host.

« project coordinator assignments of treatment num-
bers and classes to be treated to avoid replication of
treatment IDs and loss of data.

Once the clients were properly configured and tested, the
OpenExperiment environment was declared functional and
a number of experiments were conducted with new data
being posted on the Web for inspection and further anal-
ysis. Here is a coordination and test scenario that took
place when publishing the project under DoE_0003/:

o The CSC492 class team invokes their own version
of publish classData in their local directory under a
Linux workstation at NCSU, generating isomorphism
graph classes from a number of reference graphs.

¢ The CBL team invokes a version of publish_classData

in their local directory on a host account under a UNIX
server at Duke, in their working directory under a Linux
workstation at NCSU, generating sibling graph classes
from a number of reference graphs.

e The CSC492 class team invokes their own version
of publish treatment in their local directory under a
Linux workstation at NCSU, generating solutions for
treatment 12 under all posted isomorphism and sibling
classes.

e« A faculty researcher invokes his own version of
publish treatment in the local directory under a UNIX

workstation at NCSU, generating solutions for treatment
17 under all posted isomorphism and sibling classes. A
comprehensive list of treatments that have been exam-
ined to date, and is to be published under DoE_0003/,
is discussed in [19, 29].

¢ An archivist at CBL invokes publish_summary to
summarize evaluations of all treatments and to update
all posted data under a single URL.

Once posted, the organization of data under DoE_0002/
and DoFE_0003/ is the same — despite the fact that the first
directory represents a contribution of a single participant,
while the second directory represents a contribution by a
total of 8 distributed participants!

6 CONCLUSIONS AND INVITATION

Experimental design to thoroughly test the performance of
graph-based algorithms has not received much attention to
date. There may be a number of reasons. Unlike testing
of new medial treatments, testing the performance of al-
gorithms is not considered the matter of ‘life and death’.
A simple reason may be the lack of tradition and the dif-
ficulty of finding and agreeing on suitable classes of data.
The third reason is the difficulty of comparative evaluations
when results of experiments are published in a manner that
seldom enable others to repeat the experiments under sim-
ilar conditions.

Many of such issues need not arise in an OpenExperiment
environment as described in this paper. The project that
brought together a team graduate and undergraduate stu-
dents in the course of the Spring’2000 semester created a
new perspective on how to streamline the experimental de-
sign process when more than just two or three participants
are involved. The merits of an environment that is user-
configurable cannot be overstated. The relative ease to
change and improve the features of the client quickly has
also been helpful. The increased number of users and the
varying levels of user expertize have have helped to simplify
some features of the client, making it both more robust and
versatile. With increased participation, the OpenExperi-
ment environment will continue to evolve.

Invitation. Data for representative experiments and data
classes generated during the Spring’2000 semester project
is being published on the web automatically under the fol-
lowing home page:

http://www.cbl.ncsu.edu/OpenExperiments/

Readers are invited to respond to the invitation that is
to be posted on the home page shortly. Suggestions are
solicited on the following:

« reference graphs with a challenging characteristics;

« new methods to generate graph equivalence classes;
« proposal for new cost functions and evaluators;

o experimental results of new treatments (algo-
rithms);

o the perceived importance of maintaining a solid in-
frastructure to support experimental design as described



in this paper;

« joint proposals to solicit funding and to organize

a focused workshop sharing results and experiences on
experimental design and evaluation of algorithms.
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